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Introduction
2 basic problems:
· Population regression model: choose best explanatory variables + worth pursuing
· Prediction: accuracy
The Statistical model
Required to perform statistical inference in a regression context: first make several assumptions about the population:
1. The population regression line joins the means of the dependent variable for all values of the explanatory variables.
2. Constant variance for any values of the explanatory variables
3. The dependent variable is normally distributed.
4. Errors are probabilistically independent.
Population regression line joining means: µy|X1,…,Xk= α + β1X1 + … + βkXk
Greek letters are unobservable population parameters; the values need to be estimated from sample data, using the least squares method (α & β).
ε: error: vertical distance from a point to the unobservable population regression line.
Testing the aforementioned assumptions and solving problems/breaches:
1. e: residual: vertical distance fom a point to the estimated regression line.
2. Heteroscedasticity: fan shaped scatterplot => not suitable if breached
3. Errors are normally distributed: histogram = symmetric & bell-shaped
4. Probabilistic independence of errors: Durbin-Watson test statistic
5. Multicollinearity: important for numerical calculations, no exact linear relationship between variables => signifies redundancy in data => not good for regression.


Inferences about the regression coefficients
Regression coefficients α & β are unknown and unobservable.
Two guiding principles for choice of explanatory variables are relevance and data availability.
Principle of parsimony: explain the most with the least.
3.a.	Sampling distribution of the regression coefficients
If the regression assumptions hold, the standardized value has a t-distribution with n-k-1 degrees of freedom.
n: number of observations
k: number of explanatory variables
Implications:
1. b is unbiased:  = β
2. sb: standard error of a regression coefficient
3. shape of distribution fo b is symmetric and bell-shaped
Sample data can be used to obtain a confidence interval: 
The t-multiple depends on the confidence level and the degrees of freedom.
3.b.	Hypothesis tests for the regression coefficients and p-values
	The t-value is the ratio of the estimated coefficient to its standard error. It indicates how many standard errors the regression coefficient is from zero. This is important to decide if the coefficient should be included in the regression analysis.
To obtain the p-value, the t-value is compared to tabulated t-values and a two-tailed hypothesis test is performed in which the null hypothesis : β = 0 and the alternative hypothesis : β ≠ 0.
p < 0.05 => reject null hypothesis: β = 0 => conclude: β ≠ 0 => include variable in RA.
p > 0.05 => accept null hypothesis: β = 0 => conclude: β = 0 => delete variable from RA.
3.c.	A test for the overall fit: Anova table
Hypothesis test:
H0 : all coefficients of the explanatory variables are 0.
H1: at least one variable is not 0.
=> F-test (Fischer)
In general an Anova table analyses different sources of variation.
In regression analysis an anova table analyses the variation of the dependent variable Y with an F-test: a formal procedure for testing whether the explained variation is large compared to the unexplained variation. Formules p 543
Total variation of Y: sum of squared deviations about the mean (SST: sum of squares total).
Unexplained variation: sum of squared errors (SSE)
Explained variation: sum of squares due to regression (SSR)
Explained variation degrees of freedom: df = k
Unexplained variation degrees of freedom: df = n-k-1
Ratio of either sum of squares to its degrees of freedom: mean square (MS; MSE; MSR).
F-ratio = MSR / MSE
Multicollinearity
Multicollinearity occurs when there is a fairly strong linear relationship among a set of explanatory variables.
0. Outliers
By definition, outliers are:
· extreme value for at least one variable
· residual abnormally large in magnitude
Delete outlier  only if you can argue that they aren’t really a member of the relevant population. Look at the scatterplot of observations or scatterplot of residuals vs. fit.
Violations of regression assumptions
8.a. Nonconstant error variance
Fan shaped scatterplot: confidence intervals and hypothesis tests are invalid.
Solution: logarithmic transformation of Y.
8.b. Nonnormality of residuals
Histogram is not bell-shaped.
Formal test of nonnormality.
Skewness to the right can be remedied by the same logarithmic transformation.
Mild nonnormalities are still valid.
8.c. Autocorrelated residuals
Durbin-Watson statistic: a value below 2 signals positive autocorrelation.
Solution: time series analysis goes beyond this book, no easy fixes.
Prediction
Use a regression equation to predict the value of the dependent variable:
1. For one or more individual members of the population
2. To predict the mean of the dependent variable for all members of the population with certain values of the explanatory variables.
Extrapolation: trying to predict beyond the range of the data set = risky business.
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